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Abstract

Based on an introspective manual analy-
sis how relations between biomedical enti-
ties surface literally in scientific abstracts,
we investigate the performance of dif-
ferent feature sets for biomedical rela-
tion extraction in a supervised machine-
learning setting. We start from fairly simple

Our approach to deal with the challenges aris-
ing from relation extraction (RE) in the biomed-
ical domain is, first, to explore the possible rea-
sons for the inherent hardness of this task through
introspective manual text analysis. In Section 3
we discuss empirical phenomena underlying rela-
tion encodings in biomedical documents, includ-
ing a large variety of patterns and reliance on in-

AcE-style ones and increasingly include
domain-specific knowledge in these feature
sets. This turns out to have beneficial ef-
fects on the extraction performance of the
system under scrutiny.

ferential processes. We then consider the perfor-
mance of a feature-based learning approach for
RE. Since supervised machine learning relies on
carefully crafted feature sets, we consider in Sec-
tion 5 different varieties of these sets, starting
from ones which have already proven useful in
the newswire domain. We then explore, in a pre-
While systems for the recognition and interpretadiminary way though, the possible contribution
tion of named entities have reached, by and largesf domain-specific features for further fine-tuning
a stable performance plateau at the 80% levethese feature sets. Encouraging as these results
the extraction of relations between these entitiesnay be our current corpus (cf. Section 4) suffers
lags far behind these figures. In the newswire dofrom an unbalanced occurrence of (too few) pos-
main, e.g., thédutomatic Content Extraction Pro- itive examples (clearly an issue that has to be ad-
gram(AcE) (Doddington et al., 2004) features the dressed in future work).

best system with 36.8% f-score in the detection

of relation mentions. This data is even underper- 2 Reated Work

fomed by the winning system of tH&ioCreative

2 Protein Interaction Sub-TagkPS) (Hirschman  As far as the state of the art in biomedical RE is
etal., 2007), whose performance results settled &loncerned, the simplest method for the extraction
only 28.8% f-score. Although for both competi- of relations between named entities is the detec-
tions strict real-world requirements were imposedijon of bag-of-word-styleco-occurrencef en-

on the task — the recognition and interpretation otities of interest within documents or sentences
all named entities involved, plus the recognition(e.g., Jenssen et al. (2001)). Co-occurrence-based
and interpretation of the associated relation (andapproaches are characterized by a high recall at
for the biomedical domain, the mapping of en-the cost of an extremely low precision. Further-
tities onto unique database identifiers) — relatiormore, the type and direction of relation usually
extraction remains a challenging research probcannot be determined. RE approaches that focus
lem under any conceivable conditions. on higher precision but often suffer from weaker
recall are based omanually defined patterns
(e.g., Blaschke et al. (1999)). Some pattern-based

1 Introduction
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approaches exploit morpho-syntactic and syntaction of feature-based systems (e.g., Katrenko and
tic information and are based automatically Adriaans (2006), Seetre et al. (2007)). Katrenko
learning RE patterndrom large corpora (e.g, and Adriaans (2006) report on experiments in
Hakenberg et al. (2005), Huang et al. (2004))which they reached f-score peaks on the AdiM
These methods provide higher recall than thoseorpus with 54.3% and on the LLL corpus with
based on manually defined patteriRule-based 72.4%, respectively. It should be noted that the
RE approachesypically exploit full parse data experimental settings of the evaluations are not
of sentences and additional semantic informatioralways clear. Therefore, Airola et al. (2008) sug-
(e.g., Yakushiji et al. (2001), Saric et al. (2004),gested to indicate the evaluation settings of the
Fundel et al. (2007)). instance-, sentence- or document-wise evaluation

In the newswire domain, supervised ap-and proposed to use the latter as a default evalua-
proaches currently dominate RE. This is partlytion setting.
due to the availability of large annotated corpora In our work we decided to use supervised ma-
such as &£k (Doddington et al., 2004) that can be chine learning models for gene regulation data
used for the training of machine learning modelsand investigate whether the experience gained
using, e.g., Support Vector Machines (SVM) orin the newswire domain can be applied to the
Maximum Entropy (ME) models. The systemsbiomedical domain as well. We chose the sys-
either exploit SVM kernels especially designedtem presented by Zhou et al. (2005) that achieved
for the comparison of syntactic trees (e.g., Ze-<competitive results of 74.7% in RE oncA.
lenko et al. (2003), Bunescu and Mooney (2005))
or they incorporate a variety of lexical, morpho-3 Textual Patternsfor Gene Regulation
syntactic and syntactic features (e.g., Kambhatlil/ery briefly,
(2004), Zhou et al. (2005)).

Considering RE in the biomedical domain, to

the regulation of gene expression can
be described as the process that modulates the fre-
guency, rate or extent of gene expression, where

the best of our knowledge, there are few studyene expression is the process in which the cod-
ies which deal exclusively with gene regulatlon.ing sequence of a gene is converted into a ma-

Yang et al. (2008) focus on the detection of seny; e gene product or products, namely proteins

tences that contain mentions of transcription facy,. rnA (taken from the definition of the Gene

tors (proteins regulating gene expression). Thebntology classRegulation of Gene Expression
aim at the detection of new transcription faCtorS’GO:001O468)°’. Transcription factors, cofactors

while relations are not taken into account. INgnq requlators are proteins that play a central role
contrast, Saric et al. (2004) extract gene regup, the regulation of gene expression.

latory networks and achieve in the RE task an To get acquainted with the textual appear-
accuracy of up to 90%. They disregard, NOW-506 of gene regulation relations, we manually

ever, ambiguous instances that potentially loweg, o764 50 randomly extracted sentences from

recall (no recall measures are reported in thi§ cp, e abstracts (see Section 4 for a detailed
work). TheGenic Interaction Extraction Chal- yoscrintion of that collection) in order to find re-

lenge (Nedellec, 2005) was organized t0 deter- rent patterns by which gene regulation rela-

mine the state-of-the-art performance of systemg, g are literally expressed in sublanguage doc-
designed for the detection of gene regulation iny,hants. We found 58 encoded relations and dis-
teractions. The best system achieved a perfolsgyered in this set at least thirteen stable patterns

mance of about 50% f-score. _ how gene regulation relations surface in texts. In
The LLL corpus which was especially createdne following list we rank these patterns by their
for the Genic Interaction Extraction Challenge grequency in the set (in descending order).

the AIMED? and the BoINFER corpus (Pyysalo
et al., 2007) are considered as the standard cor-1. [Agent ] V-active [Pat i ent Action-NN]
pora in the biomedical domain for evaluation of “IcIR also represses the expression of icIR”

RE performance (Pyysalo et al.,, 2008). They 2. [Pati ent Action-NN] V-passive pgent |
are usually used for the development and evalua- “veil expression is positively activated by

%ftp://ftp.cs. utexas. edu/ pub/ mooney/ Lrp”
bi o- dat a/ htt p: / / www. geneont ol ogy. or g/



10.

11.

12.

13.

. [Agent ] - Action-JJ [Pat i ent ]
“SlyA-induced proteins”

. [Agent ] is anActor-NN for [Pat i ent ]
“IcIR is a repressor for the Escherichia coli
aceBAK operon”

. [Agent Action-NN] V-active [Pati ent
Action-NN]

“Elevation of ppGpp levels in growing cells
... triggered the induction of all usp genes.”

. [Agent ] V-active (bind to) [Pat i ent ] pro-
moter / site
“ZntR is a trans-acting repressor protein
that binds to the znt promoter region”

. [Agent ] is required / essential / involved in
[Pat i ent Action-NN]
“rpoS function is essential for bgl silencing”

. [Action-NN of Pat i ent ] by[Agent ]

such asbe essential ‘be involved in’are used
for the description of unspecified gene regula-
tion relations (7. (3 relations)). Besides regulation
verbs and their nominalizations and adjectives in-
dicating requirements or dependencies, authors
frequently describe the molecular process of the
binding of a transcrition factor to a gene region
(promoter) or provide information that a gene
contains a binding site for a transcription factor
(6. (3 relations), 10. (1 relation)). Another pattern
group contains causal relations between molecu-
lar processes in which gene and transcription fac-
tors are involved (5. (3 relations), 11. (1 relation),
12. (1 relation)). Five out of 58 relations could not
be classified into the featured thirteen patterns.

We see two challenges for the correct detection
of gene regulation relations in sentences (given
adequate syntactic structures are available): (1)

“transcription repression of the Escherichia the detection ofs-a relations between mentions

coli acetate operon by IcIR”
. [Pat i ent Action-NN] V-active [Agent ]

of entities participating in regulation process, and
(2) inferential processes on biomedical knowl-

“Expression of the tau and ssu genes re-edge for correctly distinguishing between positive
quires the LysR-type transcriptional regula- and negative regulation processes.

tory proteins CysB and Cbl”

The firstissue concerns the frequent occurrence

Promoter of [Pat i ent] contains binding of appositions and predicate noun relations be-
site for[Agent ] tween participants, and the use of anaphoric men-
“The promoters of the mar/sox/rob regulon tions of participants in the regulation process. For
of Escherichia coli contain a binding site example, in‘zntR gene encodes a putative regu-
(marbox) for the homologous transcriptional latory protein that controls the expression of the
activators MarA, SoxS and Rob” znt operon” we have anis-a relation between
[Pati ent Action-NN] V-passive ¢aused ‘ZntR gene'and'putative regulatory protein’

by) [Agent ] The second challenging issue concerns the cor-
“bgl silencing caused by C-terminally trun- rect detection of the category of gene regula-
cated H-NS” tion relations positive negativeor unspecifiejl
[Agent  Action-NN] Experimental environments for gene regulation
[Pat i ent Action-NN] detection often involve genetic modifications of
“Disruption of cueR caused loss of copA transcription factors. By means of these genetic

V-active (cause

expression” modifications and the expression levels of other
[Action-NN Pat i ent] is under control of 9€Nes, researchers implicitly draw conclusions
[Agent ] about the role of the transcription factor in the

“Synthesis of Cbl itself is under control of 98ne regulation processes. The sentefide
the CysB protein” production of C51 microcin decreased or was ab-

sent in rpoS, crp and cya mutant cellsbntains

The two most frequent patterns that contain thea description of the decrease ‘661’ expression

me

ntion of regulation verbs (V-active, V-passive)level. The fact thatrpoS’, ‘crp’ and‘cya’ genes

cover a large amount of relation instances (1. (1%re inactivated‘(hutant cells) leads to the con-
relations), 2. (11 relations)). The use of adjec-clusion that they positively regulat€51’. The
tives and Actor nominalizations (Actor-NN such detection of the correct type of relation requires

as’

regulator’) are other frequent patterns in the knowledge about experimental conditions (indi-

expression of gene regulation relations (3. (6 recated here bymutant cells) and inferences on
lations), 4. (4 relations)). Uncertain expressionsiomedical knowledge.



4 CorpusAnnotation abstracts. For this subset the IAA was computed
. . . applying three standard IAA measures for the NE

In this sectlon.we mtroduce thJLIE Lab Gene- task: Strict IAA (69% (R), 62% (P), 65% (F)),

Reg corpusvhich consists of MDLINE abstracts Correct-Span 1AA (74% (R), 76% (P), 72% (F))

dgaling with gene regulatiop iB. Coli.. It pro- and Correct-Category IAA (79% (R), 81% (P),
vides three types of semantic annotations: 80% (F))

« named entities involved in gene regulatory Additionally, the biologist annotated anaphoric

processes, such as TFs (transcription factoré‘,r'em'onS ofGeneand G_ene_ Groupeptltles (seg
cofactors and regulators) and genes also Table 1). The motivation of this annotation

o ) task was to provide more instances of entity men-

* pairwise relations between TFs and genes, tions for the annotation of gene regulation rela-
e triggers (e.g., clue verbs) essential for the detions. Anaphoric mentions were only annotated
scription of gene regulation relations in sentences containing gene regulation relations.

For all three annotation levels the annotation4.2 Reations

vocabulary was taken from th@ene Regulation 1he corpus of MDLINE abstracts as described
Ontology(GRo) (Beisswanger et al., 2008). GRO j, section 4 was also annotated with relations
describes gene regulation processes occurring Qg 4 graduate biologist in a two-step annotation
the intra-cellular level (such as the binding of hrocess. In a first step, trigger words indicating
trans_crlptlon. factors to DNA blndm_g sites) and mentions of gene regulation processes were an-
physical entities that are involved in these proygiated. In a second step, the relations between
cesses (such as genes and transcrlptlor_l factors)genes and TFs (affecting the expression of the
A set of 32,155 abstracts was compiled fromgene) were annotated. Next, we describe the two-

MEDLINE based on a query including the#8H  step annotation process in more detail.
terms Escherichia coli Gene Expressiorand

Transcription Factors(amongst others). From 4.2.1 Annotation of Trigger Words
this set we randomly selected a corpus of 314 ab- In preparation of the trigger word annotation,

stracts for manual annotation. one biologist and one linguist manually screened
o the abstracts in the corpus and compiled a list
4.1 Named Entities of verbalizations of molecular processes that fre-

All abstracts in the corpus were annotated manguently occurred in the description of gene reg-
ually by a graduate student of biology consider-ulation relations. These processes were grouped
ing the semantic categories enumerated in Table ih five categories enumerated in Table 2 based on
which also gives the annotation counts (for defi-conceptualizations and definitions from the&

nitions of the selected categories serdj* Trigger words indicating textual mentions of
the listed processes were annotated with the cor-
| Named Entity Category| Annotations| responding categories. A trigger is any literal ver-
Transcription Factor 2496 bal form that clearly signals the occurrence of a
Transcription Cofactor 14 particular molecular process. Trigger words are
Transcription Regulator 40 basically main verbs, verb nominalizations and
2222 Group ﬁgg adjectives. For example, the sentefideNS and
Gene (anaphoric) 24
Gene Group (anaphorig) 71 | Semantic Category | Annotations|
] . . . GeneExpression 495 (15)
Igggolr&/ Number of entity annotations per Semané‘“Transcri.ptionOfGene | 26 (12)
RegulationOfGeneExpression  (un- 896 (82)
Specified)

To assess the Inter-Annotator Agreeme "PositiveRegulationOfGeneExpressipn 835 (110)

(IAA) for the entity annotation a second gradu=NegativeRegulationOfGeneExpression 441 (93)
ate student of biology annotated a subset of 248

*htt p: // www. ebi . ac. uk/ Rebhol z- srv/ Table 2: Number of trigger word annotations per se-
GRQ GRO. ht m mantic category (unique annotations are in brackets)



StpA proteins stimulate expression of the maltos&igger annotation. An IAA of 78.4% (R), 77.3%
regulon in Escherichia coli’contains two trigger (P), 77.8% (F) was measured for the task of cor-
words: first,'stimulate’ is a trigger for a process rect identification of the pair of interacting named
in the categoryositiveRegulationOfGeneExpres- entities in gene regulation processes, while 67%
sion, second,'expression’is a trigger for a pro- (R), 67.9% (P), 67.4% (F) were achieved for the
cess belonging to the categdBeneExpression  identification of interacting pairs plus the 3-way
classification of the interaction relation.

4.3 Annotation of Gene Regulation Relations

In the second step, the graduate biologist anno5 Methods

tated pairwise relations between genes and trarFhe patterns discussed in Section 3 already reveal
scription factors, cofactors and general regulathe diversity how gene regulation relations sur-
tors affecting the expression of the gene. Thigace literally in texts. For the automatic extraction
annotation was based on therG classRegu- of gene regulation relations, we pursue a feature-
lationOfGeneExpressiowith its two sub-classes based approach to RE that incorporates diverse
PositiveRegulationOfGeneExpressiand Nega-  |exical, syntactic and semantic features. We, first,
tiveRegulationOfGeneExpressionThe concept selected features that had already proved useful in
RegulationOfGeneExpression (unspecifisths the detection of relationships between entities in
used for the annotation of gene regulation prothe newswire domain and were evaluated on the
cesses that could not be specified as either a pogce RE corpus (Doddington et al., 2004). These
itive or a negative regulation. We chose singlefeatures were intensively explored in the work of
sentences as annotation context for this task sghou et al. (2005). As a classification model we
that only those textual mentions of gene regulachose the Maximum Entropy model implementa-
tion relations and their participants were anno+ion in MALLET.>

tated which occurred within the same sentence.

A relation instance contains two arguments,>-1 Featuresfor Relation Extraction
Argl and Arg2. Arglis occupied by theagent  Zhou et al. (2005) investigated eight classes of
i.e., the entity that plays the role of modifying features suited for RE: words, entity type, men-
the gene expressiorrg2is occupied by th@a-  tion level, overlap, base phrase chunking, depen-
tient, i.e., the entity of which the expression is dency tree, parse tree and semantic resources.
modified. While agents are proteins that regulatéNe chose seven classes of features (excluding se-
the expression of genes, patients are typically thenantic resources that were suited only for the
genes of which the expression is regulated by th@ewswire domain). In the following, we will
agent. The sentenc&@he uxuAB operon is neg- briefly introduce these features. ( for more de-
atively controlled by the uxuR and exuR regula-tailed information, see Zhou et al. (2005)). As a
tory gene products.’denotes aNegativeRegula- substitute for Zhou et al.’'s semantic resources, we
tionOfGeneExpressiorelation between the gene incorporated a semantic feature class that exploits
‘UXUAB’ and two transcription factors, vizixuR’  information about trigger word occurrence in the
and‘exuR’. sentence (in the full parse tree path).

A set of 65 randomly selected abstracts was an- In the following we distinguish between two
notated by the second graduate student of biologgntity mentions in pairwise relations, i.e., E1 and
for determing the 1AA. A Strict IAA of 82% (R), E2. E1 is the entity mention that occurs first in
84% (P), 83% (F) was achieved for the task of thethe sentence (before E2). If one of the mentions
includes another entity mention, then the entity
mention with a larger span is classified as E1.

| Semantic Category | Annotations|
RegulationOfGeneExpression  (up- 408
speq_ﬂed) _ _ 5.1.1 WordsFeatures
PositiveRegulationOfGeneExpressipn 455 . i ¢
NegativeRegulationOfGeneExpression 579 This feature class covers four categories o

words: (1) the words of both entity mentions, (2)

Table 3: Number of gene regulation relation annota- sy g1 is available athttp://mallet.cs.
tions per semantic category unass. edu/ i ndex. php/ Mai n_Page



the words between the entity mentions, (3) thesame noun phrase with E1 or E2. For the evalu-
words before E1, (4) the words after E2. For bothation of these features on the AB corpus we
mentions, head words and their combination areompiled a dictionary of interaction event triggers
considered. The window for the words before E1from our regulation trigger list and terms used by
and after E2 has a size of two words. Fundel et al. (2007).

5.1.2 Entity Features

Entity features account for combinations of en- _
tity types, flags indicating whether mentions haveFor the evaluation of our feature-based approach
an overlap, and their mention level. For the lat-t0 gene regulation RE, we performed a ten-fold

ter, we distinguish between name and anaphoriéentence-wise cross-validation on theNEREG
mentions. and the AIMED corpus. For the evaluation of the

_ RE task we used original annotations of named
5.1.3 BasePhrase Chunking Features entities and relational trigger words (the AH
The chunking features are concerned with thesorpus was automatically tagged for event trig-
head words of the phrases between the two erger words (cf. Section 5.1.5)). Anaphoric men-
tity mentions. Zhou et al. (2005) show thattions of entities were included in the evaluation as
shallow parsing features play a critical role forwell. We considered thus only the detection of a
RE. This feature class covers four categories ofene regulation relation between two entity men-
phrases: (1) the phrases of both entity mentiongjons. As the regulation relation is an asymmet-
(2) the phrases between the entity mentions, (3)ic one, we distinguish betweehRG1-relation-
the phrases before E1, (4) the phrases after E2. ARG2and ARG2-relation-ARGLi.e., the order
in which the entities appear in the sentence.

5.1.4 Full Parsing Features -

This ¢l  feat deals with full ; The overall evaluation results reflect the mean
inf 'S ?'ass 3V ea L:“ZIS dgas Wi uk fpars];e re€of both relations. The ten-fold cross-validation
information. Ve inciuded in our work five Irom ., qone for (1) the binary classificationRég-
eight features presented by Zhou et al. (2005

luding d q foat that q lationOfGeneExpressiorelation and (2) the 3-
excluding dependency teatures that concern evK/ay classificationPositiveRegulationOfGeneEx-
pendencies derived from full parse tree as the

were unreproducible from th ‘s descri )eressior,l NegativeRegulationOfGeneExpression

vere unreproducible o € papers desc p_andReguIationOfGeneExpression (unspeciffed)

tions. We selected, however, features that exploit ) .
The GENEREG corpus was enriched with

constituency-based parsing and indicate Whether%orpho-syntactic and syntactic information. For

mentions are in the same noun, prepositional %b0os tagging, chunking and parsing we used the

verbal phrase. The path of phrase labels (W'thou;[e-trained @ENNLP tool suite! These tools had

d:frllcear;[ﬁ?hsg tvvzﬁﬁn ms;nﬂgadm?:fg?gzsgg ;r;e reviously been re-trained (Buyko et al., 2006) on
P P he GeENIA corpus (Ohta et al., 2002).

considered as well. We evaluated on two feature segature Set 1
5.1.5 Relational Trigger Wordsand Keywords (Zhou et al., 2005) anBeature Set Zhat contains,

This newly added feature class accounts foin addition, the features exploiting relational tl‘ig-
the connection of trigger words and mentionsders (see 5.1.5). The evaluation results clearly in-
in a full parse tree. We exp|0it features in- dicate that the straightforward porting of RE fea-
dicating whether the top phrase in the parsdure types from the newswire domain to the spe-
path between the entity mentions contairRegy-  Cialized biomedical domain does not provide fully
ulationOfGeneExpressiotrigger or one of its satisfactory .results.(.see Table 4). The adgition
Sub-type triggers, and WhethéTranscriptionOf- of the dgmaln-SDECIfIC features (relational trigger
Gene/GeneExpressidriggers occur in the same Words) increases the performance by 3 percent-
noun phrase as entity mentions. To acount for th@ge points for the detection of the generic gene
influence of the experimental intervention contextregulation relation (63.0%), and by nearly 14 per-
on the proper detection of the gene regulation recentage points for the detection of the specific
Iatloni we Che_Cked Wh_ether keywords,d‘escnbln%OfGeneExpressimes not contain specifi-
experimental interventions (e.dmutant’, ‘dele-  cations as to whether it is positive or negative.
tion’) (altogether, 56 keywords) co-occur in the ’http://opennl p. sour cef or ge. net /

6 Experimentsand Results



Semantic Category Feature Set 1 Feature Set 2
R P F R P F

RegulationOfGeneExp. (generic) 50.0| 76.2 | 60.0 | 55.0 (78.6)| 75.4 (56.8)| 63.0(65.5)
RegulationOfGeneExp. (pos.) 28.9| 60.6| 37.2| 39.1 (56.2)| 66.0 (48.8)| 47.3 60.0)
RegulationOfGeneExp. (neg.) 18.0| 51.8| 24.4| 29.5(41.2)| 60.5 (51.3)| 37.6 ¢4.5)
RegulationOfGeneExp. (unspec.) 10.8 | 31.7 | 14.9| 28.5 (45.6)| 60.9 (47.3)| 37.3 44.6)
Overall (pos./neg./unspec. atonge)9.5| 55.6 | 28.2 | 31.5(46.6)| 65.0 (49.3)| 42.0(47.3)
| AIMED | 425]66.8] 51.5 | 429 64.8 51.3

Table 4: Results of Gene Regulation Relation ExtractiorherGENEREG (lines 3—7) and AIM:D (line 8) corpus
(reduction of negative examples (under-sampling) in betgk

gene regulation relations (42.0%). Surprisingly, One of the problems we see in the training data
the evaluation on the AIMD corpus reveals that is the severe imbalance of positive and negative
the incorporation of such semantic features doemstances. The corpus contains about 9,000 nega-
not enhance the over-all performance. tive instances and 1,135 positive instances only.

The error analysis with respect to specific re-SUCh an imbalance may cause serious learning

lations revealed that the relation representation8"0PIems, and is reflected already by the low per-
covered by the most frequent patterns (see Sectid@rmance (e.g, the particularly low recall of the
3) are correctly detected. Still, the main troubleMINOrity class). If the classifier is uncertain, it
here is the incorrect analysis of coordinated strucYPically predicts the majority class (in our case,
tures by the ®ENNLP parser. In the incorrectly the negative class label).

parsed sentenc®NarL Expression from the Es-  The sparseness of positive learning examples
cherichia coli nrf operon promoter is activated by ¢an be reduced by balancing the number of pos-
the anaerobically triggered transcription factor, itive and negative examples in the training data.
FNR, and by the nitrate/nitrite ion-controlled re- Two sampling schemes are usually applied here,
sponse regulators, NarL or NarP, but is repressedPVer-sampling and under-sampling. The aim of
by the IHF and Fis proteins’only one out of the over-sampling is to increase the number of the mi-

five relation mentions was detected (the relatior0rity class instances, the goal of under-sampling
betweerinrf’ and‘FNR’). is to reduce the number of the majority class in-

. . . stances. In our experiments, we chose under-
Another prominent failure source is in the fre-

. . ..~ .sampling by randomly reducing negative exam-
guent occurrence of anaphoric expressions within

: les in the training data down to the double num-
sentences in abstracts. The sentefidee ex- b INg ¢ .
. e . ber of the positive instances. The evaluation re-
pression of the appY gene is induced immedi- . ) )
o : o sults for under-sampling reveal a substantial gain
ately by anaerobiosis, and this anaerobic induc-

tion is independent of Fnr, and AppY, but de in the f-score up to 5 percentage points (see Ta-

endent on ArcAcontains an ananhoric ex res—-ble 4). In these runs we achieved the best perfor-
P b P mance of 65.5% for the detection of the generic

sion“this anaerobic inductionthat is crucial for ene regulation relation, and 47.3% for the ex-

the detection of the relation between transcriptior? . . ) .
. raction of specific gene regulation relations.
factors and the induced gene.

Furthermore, the rather weak results for thez Conclusions and Future Work

classification of specific gene regulation relations

are partly due to inferences required for the prope¥Ve presented here a supervised approach to rela-
detection of the category of the gene regulatiortion extraction in the biomedical sub-domain of
relations. Currently, we handle these inferencegene regulation. The main contributions of this
(inappropriately though) only by exploiting key- paper are in the descriptive analysis of the inher-
words in the features. In order to more adequatelgnt hardness of this task and in tests of different
deal with this problem we will focus, in future feature sets for the extraction of gene regulation
work, on a hybrid approach which includes atrelations. Our evaluation results reveal that the
least a modest level of inferential capabilities.  straightforward porting of feature types that have



already proven useful in the newswire RE shouldV. Huang, X. Zhu, D. Payan, K. Qu, and M. Li.
be fine-tuned by integrating domain-specific fea- 2004. Discovering patterns to extract protein-
ture sets. The balancing of the training data and a Protein interactions from full textsBioinformatics

comparison of our approach with state-of-the art 20(18):3604_3612'. . .
T. Jenssen, A. Leegreid, J. Komorowski, and E. Hovig.

rule-based systems (e.g., Fundel et al. (2007)) are 2001. A literature network of human genes for
the focus of our future work. high-throughput analysis of gene expressida-
Ack led ture Genetics28:21-28.
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