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Abstract
We provide an overview of corpus building efforts at the Jena Urnityetanguage & Information Engineering (JULIE) Lab, which are
focused on life science documents. Special emphasis is laid on semambiatons in terms of a large amount of biomedical named
entities (almost 100 entity types), semantic relations, as well as discdugseipena, reference relations in particular.

1. Introduction performance-degrading effects of domain change with G

Th . f ] @HA— or PENNBIOIE-trained ML systems. Since the provi-
e construction of natural language corpora annotated;,, ot ney annotations is rather costly in terms of acquir-

yvith various types of linguistic meta data (typically rang- ing, training and supervising (life science) expert statf;

ing from POS tags over syntactic structure information UPsolution was to develop an annotation methodology based

to named entities, semantic relations, and discourse—strm(:)n Active Learning (Tomanek et al., 2007a). It turned out

Ell_Jt:esgmhasTbeen one ﬁ/‘; the true lsuiggzs stzmra]s gxr NLI?hat applying this approach to the corpus annotation task,
e FENN TREEBANK (Marcus et al., ) and theRN manpower expenses could be lowered by up to 75% for en-

PROFBANK (Palmer et al., 2005), €.9., have becomeea tity annotations, while keeping almost the same level of an-

facto standard for the coverage of the general NEWSPap&f otation quality. Given such a methodology, it now seems
language of English (though with a slant towards the eco- '

: . _ “~more feasible to go for (sub)domain changes without com-
nomic domain). Based on the human-supplied annotauon;hitting to overly excessive annotation costs
they contain, a variety of supervised machine learning-algo :

rithms have been trained on this meta data to subsequent'

operate on unlimited amounts of unseen data at dlffereq tion and expression (of E. coli), the other dealing with

rates of accuracy. _immunogenetics. This corpus construction initiative is em

Soon it turned out that shifts in the genre and the domairyqged in two major projects our lab is involvedyiz. the
(not to mention language shifts) were considered harmfug 5 oTsrrep and the SEMNET2 project, respectively.
for the performance of taggers, parsers, named entity reg o, projects deal with the development of information re-
ognizers, etc. trained on newspaper annotations. In efgieya| and information extraction systems for the life-sci
fect, their performance degraded significantly when porte¢,ycas.

to domains such as biology and medicine, or to genres suclypjs |ow-level text formatting and syntactic annotations
as scientific articles or abstracts (Hahn and Wermter, 2004)alre contained in these corpora as well, we here focus on
In the life sciences, this observation gave rise to the desemantic issues in that we distinguish between annotation
velopment of domain-specific corpora —EGIA being  efforts dealing with named entities, relations, and disseu
the first, most prominent example of these efforts (Kimphenomena in terms of anaphora. While our annotations for
et al., 2003) (approximately 500,000 tokens annotateghamed entities make use of Active Learning, the annota-
with several entity types), andeRNBIOIE (Kulick et al.,  tions of relations as well as referential discourse stmestu
2004) (approximately 500,000 tokens with 22 distinct en-haye been performed in the classical manner where a couple

tity types) being another example built with more rigor andof relevant abstracts were randomly selected for annatatio
taking into consideration some of the shortcomings af G

NIA. Still, both corpora are limited in scope because-G
NIA deals with transcription factors of human blood cells,
while PENNBIOIE deals with oncology and CYP450 pro- In the following, we will shortly describe the annotation
teins only. Again, it was shown that porting named entityenvironment used for developing the two corpora and then
recognizers trained on €31A or PENNBIOIE data under-  focus on our biological corpus annotations which deal with
performed in biological fields other than the ones alreadynamed entities, relations and events, as well as refefentia
covered (Tomanek et al., 2007Db). discourse phenomena.

Obviously, new fields (in the life sciences) not already cov-
ered by existing annotated corpora need new annotations www. boot st r ep. eu
unless one is willing to pay a high price, cashing in the ?ww. st emmet . de

n this paper, we report on our activities to set up two new
ffe science corpora — one for the domain of gene regu-

2. Semantic Annotation




2.1. Annotation Environment For each entity category, a large collection of scientific

. . 3 H
All our annotations were performed using the Jena ANno-2bstracts were selected fromeMLINE,” a huge interna-
tation Environment @NE) (Tomanek et al., 2007b). It sup- tional literature database that covers much of the liteeatu

g . ’ . " . . . . . 5

ports the whole annotation workflow, including the set-upin medicine and biology, using a BMEH* query® From
of annotation projects, user management, annotatiori itsefn€Se abstracts, single sentences were selectedNs/s)
via an external editor, monitoring of the annotation pro-Active Learning component for manual annotation.
cess, and deployment of the annotated material. In our ani@ble 1 gives an overview of the semantic types and amount
notation routines, several annotators were involved. Thus°f entities being annotated. As can be seen, so far we were
JANE’s user management had to take care that annotato@P!€ t0 annotate 97 distinct immunogenetic and gene reg-
work only on those annotation projects they were assignedflation entity types, ranging from various specific protein
to. We also consider the central storage of all annotationtYPeS (cytokines, growth factors and their receptors, majo
relevant data in a database as beneficial to keep control Gnd minor histocompatibilty antigens, transcription fegu
the distributed annotation efforts. tors) and chemicals (ligands) over various kinds of immune
The most striking innovation behinchlE is its support ~ CellS (various sorts of T-, B-, NK- and dendritic cells) and
for Active Learning (AL) to speed up the annotation pro- blood p_rog_enltorcells to organisms and genomic vanatlpn_s
cess with no loss of annotation quality. AL is an intelli- The guidelines for these annotations were developed in it-
gent sampling strategy which selects in an iterative mannegfations, vylth,'annotatprs first annotating a set of “gurteli
those examples (in our case, sentences) for manual anngonsolidation” texts with many possible enpty menuons of
tation which are expected to be the most informative forth€ types to be annotatédn general, the guidelines stated
classifier learning. ANE employs a committee-based AL 0 be very strict regarding the inclusion of pre- or postmod-
approach (Tomanek et al., 2007a) where in every iteratioffiers of entity terms and only include those which typified
an ensemble of classifiers is trained on the already anndl-€-, characterized distinguishably) the entity unden-co
tated material. Each of these classifiers make a predictiofideration, while those were disregarded which merely de-
on the unlabeled examples. Examples on which the comscribed (i.e., acjded additional mformathr} to) the entity .
mittee’s members highly disagree are considered informac@Ses when this was not clear, the modifiers were to be ig-

tive and thus are directed to human annotators for providingl©red. Guidelines to specific entity categories were then
further labeling advice. interactively refined until they were deemed to be stable for

We have extensively employedNE's AL facilities dur- consistent annotations. Once this was attained, the annota

ing our entity annotation cycles since this annotation datdion effort was continued via Active Learning inNE (see

mainly serves as training material for machine-learning-Subsection 2.1.). B o _
based entity taggers. Using AL we could thus considerWith respect to the entities being linked and normalized to

ably boost the annotation rate and density (in terms of enth€ir respective objects in the (biological) world, we en-
tity mentions contained in the annotated sentences) witho$ureéd that all immune and progenitors cell entity types are

sacrificing the quality of this meta data. anchored to concepts from the OBO Cell Type Ontolbgy.
Concerning the proteins, we aimed at linking as many of
2.2. Named Entities them as possible to concepts from the (functional branch) of

F@e Gene Ontology (G@)nd to the INOH Molecule Role

Entities are at the heart of any approach to develop semant 9 s . .
ntology” This, however, was not always possible, either

search and information extraction systems. Hence, withou he high ab 'on level of GO hich
their proper recognition it is usually impossible to idénti ue to the high abstraction level o concepts (whic

and extract the semantic information locked in natural |an_makes them harq to link to text gnuty mepuons) or due to
guage text. Thus far, our annotations encompass 10 eI;]:_onceptual gaps in both ontologies. This is one of the rare

tity categories with 97 distinct entity types (see Table 1)'instances where annotations are guided and influenced by a

We measured interannotator agreement for three entity cafl—ed'cated ontolog$

egories (‘cytokine and growth factor receptors’, ‘orgamis
gnd orqar_usm attributes ,“and tr_an;cnptlon regu,[atmd a “The Medical Subject Headings @BH. ht t p: / / waw
Ilggnds) in te_r,ms of the ?Uthomat've annotator F'Seor_ nl m ni h. gov/ mesh) is a high-coverage controlled vocabu-
(Kim and Tsujii, 2006). Given two human annotators, this|qry created and used for indexing theebLLINE database by the
interannotator agreement metrics basically frames the anynited States National Library of Medicine (NLM).

notations of one annotator to be the “gold standard” against >This query basically consisted of theB®H terms equivalent
which the other annotator’s annotations are evaluated. Fab the entity categories in Table 1.

the three categories we got interannotator F-scores of 80.2 °These texts were selected via matching an entity dictionary
85.1, and 65.0, respectively. The reason why the score fa@gainst a collection of MDLINE abstracts and then selecting
the first entity category is lower than the second one mighthose with the highest number of matches. _

be that the first one is a specific protein function which is http://obof oundry. or g/ cgi - bi n/ det ai I .

rather difficult to annotate. The F-score for the third cat-¢9'?! d:?el '

egory, down at 65.0, rises to 80.0, when not only exact gnttp: %\Méwvf genzont ol O?y' prg_ / det ai |

matches but also overlapping matches are accepted. This . ttp://obofoundry.orglcgi-binfdetarl.

indicates that findina the riaht b dari f entit Cgi ?i d=nol ecul e_rol e
Indicates that inding the rig oundaries ot enlity men- Currently, we are also evaluating the performance of auto-

tions in te_Xt.S was a particular ghallenge for the annOtator?natically linking annotated proteins to their respective biologi-
of transcription regulators and ligands. cally normalized database entries inlPROT (Www. uni pr ot .

Shttp://www. nchi.nlmnih. gov/sites/entrez



domain entity category # of distinct |  # of tokens
entity types annotated

immunogeneticy cytokines and growth factors 7 276,570
immunogeneticy cytokine and growth factor receptors 7 223,314
immunogenetics antigens (e.g. CD antigens) 6 196,063
immunogenetic§ minor histocompatibility antigens 6 187,496
immunogenetic§ organisms and organism attributes 18 173,943
immunogeneticy T cells and natural killer cells 15 158,856
immunogenetic§ B cells and dendritic cells 14 164,790
immunogenetic§ hematopoietic progenitor cells 10 146,482
immunogenetic§ genomic variations 6 139,961
gene regulation | transcription regulators and ligands 8 203,900
b)) 97 > 2,011,336

Table 1: Large-scale and entity-rich semantic annotafionsnmunogenetics and gene regulation

2.3. Semantic Relations Relation triggers are text spans (mostly single words)

Besides information about named entities mentioned in the ~ Which refer to statements relevant to the detection of
texts, we are interested in extracting semantic relations ~ Semantic relation of interest. Verbs and their normal-
which hold between the named entities. Obviously, being ~ iZations constitute the major part of relation triggers.
able to drill down named entities is a prerequisite for re- N our example sentencédeletion’, ‘increase’ and
lation extraction. The annotation of semantic relations be ~€XPressionare the refation triggers.

tween entities is already in the focus of many annotatio
initiatives. This holds for newspaper corpora such asoM requlation of gene exoression iE. coli onl We
7 (MUC-7, 1998) or A€ (Doddington et al., 2004), but 9 \ |g | pr o e Y- .
also for life science corpora such asoBNFER (Pyysalo et ocus particularly ‘on interactions —between proteins

al., 2007) or BOCREATIVE |I's protein-protein interaction in the process of gene Tegu'a“on- Here,_t_he key
corpus (Hirschman et al., 2007). players are genes (proteins) that can participate in

We aim to provide a corpus suited for the extraction of se-the relation regul ation.Of .Gene Expr essi on

mantic relations between entities in the biomedical domain( argl, arg2) where qrgl Is the regulatory

; . ) oo gene (or agent) anér g2 is the regulated gene (pa-
especially for the domain of gene regulation. While Ilteraltient or participant) This relation can be enriched
relation mentions (as ifX regulates Y” or “X binds Y") P bant).

: S : : with further, biologically relevant, information, e.g.,
still occur, the majority of relation mentions are descdibe ) : o
; about the pol arity of the relation positive,
in a much more complex way. For example, the sentence : D ) .
" . ; negati ve and unspeci fi ed), or information about
Deletion of the arcA gene caused about a 2-fold increase

. ) . O the physi cal contact between the actorsaf gl
in the ptsG expressiontontains the description of nega- ; . : .
. : : . and ar g2) involved (which can be rue (direct bind-
tive regulation of ptsG expression by the arcA gene. This . oo S
) . . "Ing), fal se (no direct binding) orunspeci fi ed).
relation, however, can only be inferred from the following . .
; . .~ Thus, for our example sentence we instantiate the rela-
statements mentioned in the text above by a reader with . .
. . . i jon regul ati on O _Gene_Expression (arcA,
sound biomedical backgrounteletion of arcA” and*in- ) . . - .
pt sG, with attributespol arity = negative and

crease in the ptsG expressionProper detection of these . - 7
hysi cal _cont act =unspeci fi ed.

statements is crucial for the identification of the semantic{i . : .
or the annotation of gene regulation relations, we se-

relation between thiarcA’ and theptsG’ gene. Given such . :
. . ) . . lected three types of relation triggers that may occur when
complex expressions of semantic relations in our domain . ; . o -
. . . . . the relation of interest is dealt with in the text: First,
of gene regulation, we aim to provide annotations in such . . . .
. gene_expressi on is defined as the mention of the
a way that they are also helpful for the automatic detec- : ) .
: S . . “process by which a coding sequence of a gene is con-
tion of complex and indirectly mentioned gene regulation .
) ! ¥erted into a mature gene product (or products). Sec-
relations. The corpus contains thus two general types o . : : .
N ond, gene_regul ati on is defined as the mention of
annotations: :
any process that refers to the modulation of the fre-
quency, rate or extent of gene expression. Finally,
_ o _ ~experinental i ntervention isdefined as the men-
Each semantic relation is defined as an ordered binanjon of any process of experimental genetic modifications.
relation between named entities occurring in the sam@ccordingly, we annotate our example sentence as shown
sentence. in Figure 1.
The annotated corpus contains currently 309 Pubiia-
stracts which boils down to 3,140 sentences and approxi-

mately 86,000 tokens.

n . .
Currently, our annotations cover the domain of the

e Annotations of relations between entities

e Annotations of relation triggers

org) and ENTREz GENE (htt p://wwv. ncbi . nl m ni h.
gov/ si t es/ entr ez?db=gene). Hht t p: // www. pubrred. or g




<regul ati on_Of _Gene_Expression polarity = negative physical _contact = unspecified>
<experimental _i ntervention>Del eti on</experinmental _itervention>
of the arcA gene caused about a 2-fold
<gene_r egul ati on>i ncr ease</ gene_r egul ati on>
in the ptsG
<gene_expr essi on>gene expr essi on</ gene_expressi on>
</regul ati on_Of _Gene_Expr essi on>

Figure 1: Annotation Example for the Semantic Relati@gul at i on_Of _Gene _Expr essi on

2.4. Referential Expressions ample ‘CD34(+) cells vs. “purified CD34(+) cell§ vs.

The need to cope with referential expressions (corefer-/fadiated CD34(+) cells, the common headCD34(+)
ences, basically) for information extraction (IE) has beerf€llS'is modified by the adjectivespurified’ and "irradi-
acknowledged and embedded as a special task in recent fed’. Taking modifiers into account influences the deci-
challenges such as dt-6 (MUC-6, 1995), Muc-7 (MUC-  Sion whether a linguistic entity is still coreferential avtn

7, 1998) or ACE2005 (Doddington et al., 2004)). Also for Finally, in our guidelines we also have (currently inforjnal
an information extraction system for court opinions, Al- rules that define the annotation of relations between refer-
Kofahi et al. (1999), for instance, show that the resolution€ntial expressions. _ .

of referential expressions has a positive impact on the-ovef-0r NOW, our corpora comprise 56 abstracts, with 21,530 to-
all system performance. kens. The annotations were carried out by a graduate biol-
In the life sciences domain, however, in none of the bio-0gist trained in a basic understanding of linguistic nagion
NLP challenges, up until now, coreference resolution ha$Such as what constitutes a modifier, a base noun phrase,
been considered as (part of) a task. Consequently, there af-)- In these documents we found 1,178 coreferential ex-
no Muc- or Ace-comparable life sciences corpora includ- Préssions (954 repetitions, 107 pronominal and 117 nomi-
ing reference annotations. Only few corpora, e.ggoM pal anaphora), 130 subgrouplng.expressmns and 95 bridg-
STRACT (Cast#io et al., 2002; Pustejovsky et al., 2007), iN9 anaphora (e.g., part-of relations). These numbers, at
BIOINFER (Pyysalo et al., 2007) and 81A,12 have al- the first glance, may not be so shiny but are more than on
ready extended their annotations to incorporate referencd Par with comparable efforts. In comparison, the first ver-
expressions as well. As a drawback, however, in these afion of MEDSTRACT (Cast#io et al., 2002) comprised 32
ready existing corpora only few documents were annotateddPstracts (about 6,000 tokens) with (only) 72 coreferences
Annotating corpora with referential expressions is a com-&nd 13 subgrouping anaphora. The second versiorezi-\

plex activity because both linguistic expertise and domairSTRACT (still not publicly available) will contain around
knowledge is required for a sound annotation. Existingl*300 coreference annotations from 370 abstracts (Puste-

MuC or ACE annotations guidelines cannot be simplyJOVSky et al.z 2007). Thqughlot of work r.emgins to be done
transferred without taking into consideration the particu (€-9- checking the quality of both the guidelines and the an
larities of the biomedical sublanguage. Furthermore, refhotations), the annotations contained in our corpus are the
erential expressions annotated in existing biomedical corMost differentiated and, in quantitative terms, largestson
pora are limited to coreference annotations (disregardingurrently available for the biomedical domain.

other relations such gmar t - of orderi ves-from see )

Poprat and Hahn (2007a)). In addition, some difficulties 3. Conclusion and Outlook

with respect to the annotation boundaries and the influencempirical evidence indicates that genre and domain

of Iinguistic modifiers have not been sufficiently addresse(thanges almost always dictate a need for new annotations,
yet. at the semantic level, in particular. The need comes with an-
Therefore, we decided to define more comprehensivgtation costs in time, manpower, etc. In the E Lab, we
guidelines and to annotate referential expressions iBupport our entity annotations with Active Learning — both
biomedical abstracts in a more detailed manner (Poprat ang terms of annotation methodology and tool-based technol-
Hahn, 2007b). Basically, our guidelines define as annoogy — which reduces the amounts of efforts for annotations
tations mostly the heads of base nominal phrases (NPsgignificantly, while preserving, by and large, the samelleve
However, in some complex base NPs, we also have to arpf annotation quality.

notate parts of base NPs (e.dL-2-dependerit-“IL2") in  Semantic meta data is annotated in two different corpora
particular when these expressions can be paraphrased (hefér two different domains in the life sciencesz. gene reg-
“dependent on IL“3. Furthermore, our guidelines also ylation and expression, as well as immunogenetics, both ar-
allow to annotate modifiers (mainly prepositional phraseseas not covered by any annotation activities before. These
and adjectives), if necessary. This is the case when thefforts reflect our involvement in two major biomedical
head of the NP is modified in order to distinguish it from text mining projects, BOOT&EePand SEEMNET, respec-
other (monotonous) heads. For instance, in the mentiongyely. We deal with crucial named entities in these fields,
“cells from mouseand “cells from zebrafiShoccurring in with numbers of entity types (97 types) and fine concep-
the same text, Cells’ are further distinguished by the or- tual granularity — reflecting challenging requirements of
ganism ‘mousé and “zebrafish, respectively. In the ex- our task domain — unmatched by existing corpora. These
entity annotations are currently complemented by relation
http://nlp.i2r.a-star.edu.sg/ medco. ht and event annotations only recently provided in the- G




NIA corpus (ENNBIOIE does not provide any relations). Jin-Dong Kim, Tomoka Ohta, Yuka Teteisi, and Jun’ichi
Finally, we augment entity and relation annotations by a Tsujii. 2003. GENIA corpus: A semantically annotated
wide range of referential discourse phenomena not found in corpus for bio-textminingBioinformatics 19(1):i180-2
any of the already available resources (although tBai&  Seth Kulick, Ann Bies, Mark Liberman, Mark Mandel,
team announced the distribution of reference annotationsi Ryan McDonald, Martha Palmer, Andrew Schein, Lyle
the near future). Ungar, Scott Winters, and Pete White. 2004. Integrated
Our goal is to create a semantic meta data resource that annotation for biomedical information extraction. In
compares to GNIA and FENNBIOIE in terms of quantita- Proceedings of the HLT-NAACL 2004 Workshop ‘Linking
tive coverage parameters but excels in terms of depth and Biological Literature, Ontologies and Databases: Tools
annotation quality. We also consider our work as a test case for Users — BioLink 2004'pages 61-68. Boston, MA,
for the feasibility of diverse and large-scale corpus anno- USA, May 2004.
tations, once Active Learning is the annotation methodol4viitchell P. Marcus, Beatrice Santorini, and Mary Ann
ogy of choice. This is a crucial goal because domain and Marcinkiewicz. 1993. Building a large annotated cor-
genre shifts will almost always require (new) annotations. pus of English: The PNN TREEBANK. Computational
Hence, coping with this bottleneck is a prerequisite for-flex  Linguistics 19(2):313-330.
ible adaptation of HLT tools (not only) in the life sciences MUC-6. 1995. Proceedings of the 6th Message Under-
field. The real benefit of all this annotation work, however, standing ConferenceColumbia, Maryland, November
will only become evident when sufficiently reliable inter-  6-8, 1995. San Mateo, CA: Morgan Kaufmann.
annotator agreement values are communicated and systeffuc-7. 1998. Proceedings of the 7th Message Under-
modules trained on this meta data are integrated into a com- standing Conference, NYU
mon architecture to deliver sophisticated text analytics.  Martha Palmer, Daniel Gildea, and Paul Kingsbury. 2005.
The Proposition Bank: An annotated corpus of semantic
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