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Abstract
We introduce JORE, a full-fledged UMA -compliant component repository for complex text analytics develapétk Jena University
Language & Information Engineeringdie) Lab. J®RE is based on a comprehensive type system and a variety of docuradatse
analysis engines, and CAS consumers. We survey these componeéritea turn to a discussion of lessons we learnt, with particular
emphasis on managing the underlying type system. We briefly sketch twol@oNLP applications which can easily be built from the
components contained in $RE.

1. Introduction among the first of those systems that abstracted away from

During the past years, we have witnessed an unmatchedtty-gritty programming details and moved system archi-
growth of language processing modules such as tokeniZ€ctures to the level of data abstraction.imd, the Un-
ers, stemmers, chunkers, parsers, etc. This software waguctured Information Management Architectupeovided
usually created in a stand-alone manner, locally at the im@dditional abstraction layers, most notably by explicigy
plementator’s lab, and sometimes made publicly availabl&Uiring a type system which described the underlying data

on the programmer’s personal or institutional web pagesStructures to be specified (Ferrucci and Lally, 2008123

In the last couple of years, several repositories have beedd Suhre, 2004). _ o
set up, including, e.g., those of the Linguistic Data con-Recently, second generation NLP repositories have been

sortium? the Open Language Archives Commurfitthe set up such as the one located at Carnegie Mellon Uni-
European Language Resources Associatiand the Nat-  Versity’ or the JLie Component Repositofy(JCORE),

ural Language Software RegistryAs a common feature which we will describe in more depth in the remainder of
these repositories just posted software modules but afferethis paper. JORE offers a large variety of NLP compo-
no additional service besides making available the plain ren€nts for diverse NLP tasks which may range from sen-
sources (i.e., code, with — often fairly limited or even no tence splitting, tokenization, via chunking and parsirg, t
— documentation). Hence, reusability was hampered b amed entity recognition and relation extraction. At the
various different data exchange formats, let aside deperfi€art of JORE lies a comprehensive common type system
dencies of different programming languages and operatinfP" {€xt analytics. Thus, the components in this repository
systems. Any attempt to reuse this software or even cret@n easily and flexibly be assembled into a variety of NLP
ate composite NLP systems from modules selected frorgPplications v_wthout the need of any format conversion and
these repositories created a heavy burden for system d&&-Programming. _ _ _ _
velopers to achieve at least a decent level of interoperf\fter a briefintroduction to Wma in Section 2., in Section
ability. Under these conditions, although substantiat col 3-» We Will describe JORE, the JiLIE Component Repos-
lections of code were available, the compilation of NLP itory, including the type system and the different kinds of
pipelines based on such components was quite inefficief€aders, analysls engines, and consumers we curreqtly sup-
and time-consuming. ply. After that, in Section 4., we will discuss our experienc

Those Human Language Technologists already involved!ith management issues related to the type system, in par-
in complex system building activities, at that time, ren-ticular, dealing with type incompatibility and type system
dered rather monolithic and hard-shell pipelines that of-modifications.

ten resisted flexible excha_nge of single, 9xterna||y_ Fjevgl— 2. UIMA In Brief

oped components and their easy adaptation. Mod|f|cat|orL1J|MA is a software framework and a platform for unstruc-

of these systems’ architecture and basic functionalitgroft . ; i . L
: . . . tured information management solutions. While originally
required a major re-design, and, hence, re-programming dI5 . )
developed by IBM, WmA is now an Apache-licensed open
rectly at the code level. : . . .
) . .. source project. In the following we will shortly describe
With the advent of NLP framework architectures this im- ; .
. . the basic concepts of IMA. For more detailed and tech-
pediment started to be resolved at the design levelTeG nical information we refer the reader to the Apacheil
(Cunningham, 2002) andTAAs (Laprun et al., 2002) were P

documentatior.
‘http: // www. | dc. upenn. edu Shttp://uima. lti.cs.cnu. edu
*nttp://1inguistlist.org/olac http://ww. j ul i el ab. de
*http://ww. el ra.info "http://incubat or. apache. or g/ ui ma/

*http://registry.dfki.de document ati on. ht
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Figure 1: A schematic representation of an NLP pipeline twess unstructured data withnth components (Collection
Readers (CR), Analysis Engines (AE), and Common Analysisc8ire (CAS) Consumers). Information that is handed
over and enriched or modified from AE to AE is managed withinS3#bjects that are based on a type system as their data
model.

UIMA is a data-driven architecture which means that sin3. JCORE — JULIE Component Repository

gle components communicate with each other by exchangycore, the WLIE Component Repository, provides all
ing (annotated) data. The integration of components intomponents to configure NLP analysis pipelines based on
the UIMA framework thus requires clear interface defini- ine Uma framework presented in the previous section. A
tions with respect to the input and the output data. Theomprehensive annotation type definition is provided as the
Common Analysis Structuf€AS) is UmMA’s underlying  packbone of the whole system which allows flexible data
object-oriented data structure§@ and Suhre, 2004). The eychange between all components involved. Several collec-
CAS represents one single item of unstructured data (e.9. ffon readers enable users to access markup and annotations
single document) and consists of one or mBEas(sub-  from other projects within the UIMA framework. A con-
ject of analysis, a view of the data item) with the meta datajnyously growing collection of text analytics components
added by the single thA components. WA meta data  jncorporates low-level NLP tasks such as sentence segmen-
objects are so called feature structures which are inséanCeation as well as high-end functionality in terms of relatio

of UiMA types These types can be arranged in an inheri-gxtraction. Finally, several consumers are supplied to de-

tance hierarchy and thus constitute/pe systermery sim- iy or export the annotations.

ilar to a class model in the object-oriented programmingp| components of the JGRE are written in Java. The

paradigm. The type system concept iBdd’s key feature  components are available for download framt p: //

to add structure to an unstructured chunk of data. For texjyyy, j ul i el ab. de/ as PEAR package® and contain

processing purposes,ida comes with a predefined basic ¢ompiled classes, the source code, and an example model

type, the annotation type. This annotation type and all itor components based on machine learning techniques.

sub-types determine the particular annotation schema.  Taple 1 gives an overview of the components currently con-
tained in JORE. In the remainder of this section we briefly

In UiMA, three different types of components are distin-gegcripe the single components. For a more detailed expla-
guished in the processing cycle (see also FigureCl-  ation of any component, we refer the reader to the doc-

lection Reader¢CR) have different kinds of (typically un- mentation contained in theeRr packages and the cited
structured, i.e., textual, audio or video) data as theiuinp publications.

textual documents in our case. CRs read this data from
the selected source (files, database, etc.) and make it a8-1. Annotation Language: JG®ORE’s Type System

cessible for further processing steps. The linguistic pro-The data structure backbone of our component repository
cessing proper of the documents is carried ouAbglysis  js 3 comprehensive annotation type system (Hahn et al.,
Engineg(AE), each of which adds annotations according topo07: Buyko and Hahn, 2008), which covers major steps
different levels of analysis (e.g., POS tags, named estfitie of NLP processing. It consists of several specification lay-
etc.). Finally, these annotation-enriched documents ean bgrs which provide (mostly) genre-, language-, and domain-
handed over t@CAS ConsumerfCC), which realize dif-  jndependent definitions of the respective annotation types
ferent functional requil’ements such as data conversion tWhen app“ed in Specific ScenariOS, these generic annota-
specific output formats, search engine index constructionjgn types might be extended by application-specific ones.
database feed, Web viewers, etc. The Document Metdayer comprises annotation types for
bibliographical and content information about a document
Several components, CRs, AEs, and CCs, can then be as-gch as author, title, or year of publication. There is an

sembled inteipelinesto build specific UMA-based appli-  extension to this layer for the biomedical domain allowing
cations. Although WvA is designed to be used for any kind

of data, we here consider only textual data as our subject of spg g (Processing Engine ARchive) is ik standard for
analysis. packaging and automatically deploying components.




Component| Type [ Comment Source/Reference ]

JULIE Type System| TS | — see Hahn et al. (2007), Buyko and Hahn (2008)

MEDLINE Reader| CR | — -
AceEReader| CR | — -
Muc7 Reader| CR | — -

JuLIE Sentence Segmenter AE | ML-based, self-developed see Tomanek et al. (2007)

JuLIE Token Segmenter AE | ML-based, self-developed see Tomanek et al. (2007)
Simple Sentence Segmenter AE | rule-based, wrapper for JTokenizerht t p: / / ww. andy- r oberts. net/ sof t war e/
Simple Tokenizer| AE | rule-based, wrapper for JTokenizerht t p: / / www. andy- r oberts. net/ sof t war e/

OPENNLP Sentence Segmenter AE | ML-based, wrapper http://opennl p. sour cef or ge. net/
OPENNLP Token Segmentef AE | ML-based, wrapper http://opennl p. sour cef or ge. net/
Stemmer| AE | rule-based, wrapper for Porterhttp://snowbal | .tartarus. org/
stemmer
OPENNLP POS Taggery AE | ML-based, wrapper http://opennl p. sour cef or ge. net/
OPENNLP Chunker| AE | ML-based, wrapper http://opennl p. sour cef or ge. net/
OPENNLP Constituency Parser AE | ML-based, wrapper http://opennl p. sour cef or ge. net/
MST Dependency Parser AE | ML-based, wrapped/modified see McDonald et al. (2005)
Acronym Resolution| AE | rule-based, reimplementation see Schwartz and Hearst (2003)

JuLie Named Entity Taggerr AE | ML-based, self-developed -
Gazetteer| AE | dictionary, wrapper for Lingpipe’s http://alias-i.conilingpipe/
list look-up tool
JuLiE Coordination Resolution AE | rule-/ML-based, self-developed | see Buyko et al. (2007)
Relation Extractor] AE | ML-based, self-developed -

Lucene Indexer, CC | — -
CAS2DB Consumen CC | — -
CAS2I0B Consumer, CC | — -

Table 1: Overview of Components in &RE, the JJLIE Component Repository

to store the meta information exclusively provided for doc-Hahn, 2008). Once, external annotations are read into the
uments when retrieved fromuBMED,® such as MSH'®  UimA framework, this allows for further processing of the
terms, chemicals, and genes referred to in a documentlocuments making immediate use of this annotated data.
To incorporate information about the document structureMoreover, such annotations might serve as input material
such as formal zones typically used in scientific texts (e.g.for training and testing NLP components, such as named
sections and paragraphs), thecument Structure & Style entities recognizers, coreference resolvers, and ralatie
layer offers dedicated types. The types from kherpho-  tractors.

Syntax & Syntajayer refer to linguistic annotations rang- The MEDLINE Reademarses MDLINE records that come
ing from sentence up to parse annotations. FinallySke inan XML encoded format. They not only contain the plain
manticslayer offers types for semantic annotations, includ-text but also various meta data such as information about

ing entities, relations, and events. the authors and their affiliations, the publication datégrin
_ ' mation about the journal the article appeared in, manually
3.2. Preprocessing: Collection Readers assigned descriptors (mainly 88H terms), etc. In sum-

Currently, we provide three different exemplars of collec-mary, all our readers extract the originally encoded (meta)
tion readers (see Table 1). Two of them import semantidata and map this information to the types and features of
cally annotated newswire corposaz.the ACE 2005 (Dod-  JCORE's type system.

dington et al., 2004) and the k-7 (Hirschman and Chin- o . .
chor, 1998) corpora, and convert the given annotations tg_g_ Text Prqcessmg. Anal¥5|s Engines )

the CAS representation. From the annotatezkAorpus, JCORE contains text analytics components for different
the AcE Readerextracts named entities (persons, organi-Processing levels including linguistic preprocessing sed
zations, values, etc.), coreferences, relations, andtgvenMantic processing up to relation extraction at the time of
From the Muc-7 data set, the Mc7 Readerextracts this writing.

named entities and coreferences (event annotations are iRepending on the task to be served, NLP component de-
tentionally ignored). For both corpora, our type Systemvelopers may either choose rule-based approaches or make

has been extended with the respective types (Buyko anfiS€ Of machine learning (ML) methods (Hahn and Wermter,
2006). While, e.g., for the recognition of city names a sim-

ple gazetteer look-up might be sufficient, entity recogni-

bibliographical database which includes over 17 million citationstlon in the biomedical domain is usually better performe_d

from MEDLINE and other life science journals for biomedical ar- by ML-based approgches du_e t(_)_complex and InCOI‘l_SIS-

ticles. tent naming conventions, ambiguities, etc. (Park and Kim,
0Medical Subject Headings (88H, http://ww. nl m 2006). _

ni h. gov/ mesh) is a high-coverage controlled biomedical ter- JCORE contains both rule-based and ML-based compo-

minology. nents for language processing. For the ML-based compo-

°PuBMED (http://www nchi.nlmnih.gov/) is a



nents, we also provide some pre-trained models for downvided with a list of names, these are searched for in the
load in case training material was freely available. Ofdocument. Both exact and approximate matching (based
course, these components can be retrained for usage in dith weighted edit distance) are possible. Second, we have
ferent domains or with different semantic types given thedeveloped an entity tagger based on CRFs, which is similar
respective training material. in spirit to the one proposed by Settles (2004). Given appro-
While some of our text processing components are entirelyriate training material, our ML-based entity tagger can be
self-developedothers are based on already existing thirdused for arbitrary domains and entity classes. It comprises
party libraries or tools for which we wroterappersso that  a rich set of features which can be configured according to
they could be used as a component inside theAJframe-  the respective scenario. Further, it allows for acronyms be
work. Mostly, wrapping only meant to call the respective ing expanded to their full forms during tagging (given they
methods from within the analysis engine class and to conwere marked before as such) to avoid erroneous tagging es-
vert and write the tool’s output to the CAS. In some casespecially of ambiguous acronyms.

however, wrapping required sommdificationofthe orig-  The repository also contains a component to resolve ellip-
inal tool to let it fit into the UmA framework. tical entity mentions in coordinations, such as normatjzin

Linguistic Processing JCORE contains three compo- ~Mr. and Mrs. Miller” to “Mr. Miller” - and“Mrs. Miller”
nents for both sentence and token segmentation. FirstBuyko etal., 2007). Our coordination resolver can be con-
there are rule-based components which provide anaU figured either for the use of a set of rules considering POS

wrapper for the JTokenizét,a third party package mainly infqrmation ‘?”'y’ or for the use _Of an ML model Wi_th a
based on regular expression segmentation. The segmer'ﬂ-‘“eW of lexical, morpho-syntactic and even semantie fea
tation rules for these components can be flexibly definedures: _ _ _

by the user. Second, there areM4 wrappers of the seg- Finally, tha_ere is a component for relat_|(_)n gxtractl_on based
menter tools from the ENNLP tool suitel2 These are ©On supervised ML. Here, an ME classsifier is applied to de-
based on Maximum Entropy (ME) models (Berger et al, termine for any ord_ered pai( _of two gntities in_a docume_nt
1996). To address special intricacies of scientific Subdo}_/vhether these are in a specific .relatlon. Relatlonle>.<tract|o
mains such as biomedicine we have developed our owl$ currently the top level analysis component as itis baged
segmentation tools (Tomanek et al., 2007) based on Cor2n the analysis results of many other components including,
ditional Random Fields (CRF) (Lafferty et al., 2001) and a®-9-» POS tagging, parsing, and entity recognition.

rich set of features. 3

. - . . Postprocessing: CAS Consumers
To handle morphological variation of words (deletion of in- h . Its of Vi
flection suffixes, in particular) we have created a wrappeg e processing results of our text analysis components can

for the Java version of theN®wBALL stemmers? includ- e deployed by CAS Consumers. These components con-
ing the original Porter stemmer for English and additiona/Stitute an mter_face to arbitrary appAlcaFlonde?ICT use thf
versions for many other languages. BIMA a;rlmotatlons. Ahcot?ﬂsumerlt at is aI e_auht g(a;\;ltl 0
For syntactic analysis, we provideila wrappers for the IMA allows to store the WA analysis results in the

POS tagger, the phrase chunker, and the constituency-bas L Metadata Interc_:hange) format which is an OMG
parser from the ®ENNLP tool suite. These are also standard for exchanging meta data based on XML (Exten-

based on ME models and have proven to work well on sci—Sible Mark_up Language). '”_ma”y scenarios, hov_vev_er, con-
entific documents when retrained on appropriate trainin umers tailored to the specific needs of an application will
e required. We here present three consumers which were

data (Buyko et al., 2006). Further, we have integrated th ) X L :
MSTPARSER (McDonald et al., 2005), a parser for non- created in the context of different NLP applications and in-
N ' {formation extraction research projects.

projective dependency structures, also based on ML met
ods. Writing an UMA wrapper here also meant to slightly CAS2I0B Consumer The I0B format (nside, aitside,
modify the MSTRRSERS source code so that the model begin) is a common exchange format for segmentation-
needs to be loaded only once during the initialization phasébased, non-nesting annotations (e.g., chunking (Ramshaw

Semantic Processing For acronym resolution, we reim- 2nd Marcus, 1995)). Many publicly available corpora are

plemented a simple, but well-performing algorithm origi- annotated in this format (e.g., for theoBILL 2003 (Tjong

nally presented by Schwartz and Hearst (2003): For eacﬁim Sang aréd \De Meuzlder, 2?]03)? thISONLL 2h004
locally introduced acronym (some upper-case letters in(Carreras and kirquez, 2004) shared tasks). Furthermore,

brackets, such as “WHO?"), the full form is searched to thetraining, testing, and evaluation software that is based on

left of this acronym until each letter from the acronym is this format has been developed for several competitions

found in the proper order of appearance. All occurrence§e'g" CoNLL) and is W.if(EIe(ij acceptgd. ;I'KBAS&IOB
of an acronym in a document are annotated with the idemigonsumerextracts specihe qnnotatlong rom the CAS
fied full form. to the IOB format, following simple heuristics to resolve

Our repository comprises two tools for named entity recog—neStecj and overlapping annotations (e.g., preferenchéor t

nition. One is based on Lingpipé%list look-up tool. Pro- longest annotation).
Lucene Indexer Apache Lucen¥ is an open source text

Unttp: // waw. andy- r oberts. net/ sof t war e/ retrieval software which can efficiently manage millions of
2ht t p: / / opennl p. sour cef or ge. net/
Bhttp://snowbal | . tartarus. org/ Bhtt p: / / www. ong. or g/

“http://alias-i.conlingpipel ®http: / /1 ucene. apache. org



documents. Our Lucene Indexer automatically creates helpful:*® Write a small preprocessing AE which copies
Lucene search engine index by mapping the CAS annotahe relevant annotations from componehtto the types
tions to particular Lucene index fields. This allows us tocomponent3 expects. In a postprocessing AE, annotations
retrieve documents not only by the information containedcreated by componer® will be copied and transferred to
directly in the (unstructured) text itself but also by their annotation types expected by the other components of a
meta data that is given by the documents’ provider (e.g.pipeline.

author names, publication data, etc.) as well as the anno-

tations added by the A components. It can flexibly be 4.2. Type System Modification

used for any kinds of annotations. Mapping rules defineanother problematic issue in theitda framework pops up

the aSSignment Of annotation types or their attribute to tthhen a type System used by Severa| Components of a repos_
particular fields in the Lucene index. itory is changed. Monotoniextension®f a type system,
CAS2DB Consumer Whereas the Lucene Indexer makesi-€., adding new types or extending the attributes of ajread
feasible efficient search within the annotated documentsEXisting types, is not really problematic. Howeverdifi-

for further processing (such as displaying retrieved docucationsof whole types or attributes (even if only names of
ments with all their annotations) the annotated documenttypes or attributes are changed), might lead to severe con-
must be stored in a way which allows fast access. This caflicts.

be accomplished by ouAS2DB Consumewhich feeds Why do type systems change? Although we have attempted
the annotations derived from and assigned to the documentg design a comprehensive and linguistically motivateetyp
into a relational database. The CAS2DB Consumer is basegystem before we started to implement theml compo-

on an abstract database schema which is independent Bents, we continuously face the following two reasons for
any particular annotation type system and thus allows flexubiguitous change:

ible reuse. Once stored in the database, the data can be

optimized and re-arranged according to the particular ap- e At the “borders” of a type system new subtypes are
plication’s needs. Currently the database schema and the constantly required due to specific application scenar-

CAS2DB Consumer are implemented for the PostgreSQL ios. For example, for the semantics layer this could
database management system, but it can easily be adapted mean that we need special types inheriting from the
to any other relational database system. general entity mention annotation type.

4. Lessons Learnt: Type System e But also the “core” of our type system is not immune

to changes. This is mostly due to new findings regard-

Management ing the design of specific annotation types.

Most difficulties we faced when extending our component

repository and using the IMA framework in our daily  The first issue can easily be solved by designing the type
work are related to the management of the type system. Igystem as a domain- and application-independent core
the following we discuss two of these problems togethefwhere application-specific types should not be integrated.
with a possible solution. Rather, specific requirements would be integrated into
o application-dependent extensions.
4.1. Type System Incompatibility We have further split the “core” type system into several
Although UimA, in theory, allows for easy interoperability logical partitions, i.e., the layers addressed in Sectidn 3
between WMA components, this idea is only realized di- Each such layer is realized by a separateAJtype system
rectly if all components are based on the same type systerdescriptor, possibly including other layers in case of de-
Since, however, the NLP community has not yet agreed opendencies betweenilda types. The availability of single
a common NLP type system foriMA, there are several logical units also adds to the clarity because our type sys-
home-grown, possibly very specific type systems in use fotem altogether contains several dozens of annotation types
different components resulting in impaired interopeigbil ~ partly arranged in a multi-level type hierarchy. Applicati
Assume the following example: Given a componentspecific extensions can then be realized for the respective
A from the J@RE repository, e.g., a sentence split- unit.
ter which writes its analysis output to the annotationThe second issue, i.e., modifications in the core type sys-
type de.julielab.types.sentencand a third party com- tem, is more serious since components based on different
ponent B, e.g., a tokenizer which assumes as in-versions of the type system might probably not be inte-
put sentence annotations stored in the annotation typgrable into one pipeline due to conflicting annotation types
org.mylab.types.sentence Without further synchroniza- As we have organized all of ouriMA components as sep-
tion these two components cannot be linked in the samarate Java projects, managed by the build management tool
pipeline. Maven?® the modification of the type system currently im-
Now, we could of course modify componeBtto work on  plies lot of manual work because we need to go through all
the sentence annotations of compondntor vice versa), of these projects, exchange the type system (or at least the
given the source code were available. Yet, to avoid such
source code modification, the following workaround seems 8Thanks to Olivier Terrier from Temis for fruitful discussions

and the idea for this solution.
Yht tp: // www. post gresql . org ht t p: // maven. apache. or g/




respective layer if it has changed), see whether the compdesides these lab-internal uses, our download statistics i
nent’s source code needs to be updated with respect to thiicate that JORE resources are of high interest to and used
type modifications, and finally deploy the updated versionsby many visitors of our web site. The Open Source policy
This problem could be solved semi-automatically with thewe support allows external users to integrate our work in a
following labor-saving workflow. Once we have changedflexible way in their application frameworks.

the type system in a way that it could impair the functional-This is certainly an advantage over Web services often con-
ity of one of our UMA components, and provided that for sidered as an alternative. Relying on Web services, users
each component there is a (reasonable) functionality tedtave to turn to the developers of the code and negotiate
(such as a JUrft test), then, in a first step, all type sys- with them changes they are after. With Open Source ma-
tem descriptors in every component will be replaced by thderial they can do it on their own. Also Web services have
modified version and the Java classes of type system wiltertainly performance deficits when large amounts of data
be updated automatically. In a next step, the functionalityhave to be shuffled across the WWW. Web services might
test of each component will be executed. If the test runde useful for testing but they might not really be competi-
successfully, the component will be marked as successfulltive for large-scale production systems.
type-system-updated. Otherwise, the developer in chargginally, we hope that JGRE resources, the type system
has to modify this particular component with respect to then particular, might stimulate discussions about emerging
new type system. Finally, only if the functionality tests of standards for NLP. It offers an appropriate level of abstrac
all components are passed without functional deviationstion to talk about the essential parameters of our research
all components can be updated in a version control systerand development work.

(e.g., SVNY), be deployed as a Java project, arelARs

can be build in order to exchange the components easily. In Acknowledgements
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